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Abstract

This project discusses the concepts, design and implementation of a graphical, animated simulator to demonstrate the internal operations of the Motorola M6800 microprocessor. The finished software will be used primarily as a teaching aid in the University’s introductory microprocessor courses. Rather than the student having to mentally visualise the microprocessor concepts, code could be seen actually executing on the screen. The visual aid given by this system will help the student come to terms with the often overwhelming concepts of microprocessor operation confronting them. This should therefore shorten the learning curve, allowing students to quickly progress to more complex architecture concepts, with a full understanding of the basics. 

The software was designed to be shared among other departments, and possibly with other educational establishments. As with any software, sharing presents the problem of portability and distribution. This problem has been overcome by implementing the program as a Java Applet. The interpreted object code from the Java compiler can run on any major platform. This versatile programming language was used to write the software because of its provision for graphical animation, user interface components, and its ‘C’ like structure, which allows easy computation of the algorithms required to simulate a microprocessors behavior. 

Executive Summary

The focus of this project has been to design and implement a graphical simulation of the internal operations of the M6800 microprocessor. The aim was to create an application that could accept user input in the form of assembly code, and see the simulated execution of that code as it would actually happen in the M6800. The specified purpose of this software was that it was to be used by students meeting microprocessor architecture for the first time, under the supposition that seeing the execution of an instruction would aid their understanding. The fetch / execute cycle was to be animated at a register transfer level, showing register, bus and memory interactions.

Another objective was to create a portable application, so that it could be used in a variety of environments. This is necessary as in the scenario of teaching the equipment available may vary with venue. 

The animation and portability features provided by Java make it the ideal choice as the program development language.

Background research was carried out into the areas of microprocessor architecture and the Java programming language, in order to accumulate an extensive knowledge base from which to begin the design.

The task was then divided into modules, each of which should function almost independently of each other. These modules were then implemented and tested separately, until satisfactory operation had been achieved. When all the modules were completed, the whole system was constructed and tested for correct operation.

The final software solution met most of the objectives specified, reaching a satisfactory compromise between features and reliability.

Contents
1Chapter 1:
Introduction

1.1
Introduction
1
1.2
Objective of the Project
1
1.3
Software Platform
2
1.4
Outline of Chapters in the Dissertation
2
Chapter 2:
Background Information
4
2.1
Introduction
4
2.2
von Neumann Architecture
4
2.3
M6800 Microprocessor
6
2.3.1
System Timing
10
2.3.2
Software Execution
11
2.3.3
The fetch and execute cycle
11
2.3.4
Instruction Set
12
2.4
Java
13
2.4.1
Java Features
13
2.4.2
The AWT
15
2.5
Summary
16
Chapter 3:
Design to be Implemented
17
3.1
Introduction
17
3.2
Register Set
17
3.3
Instruction Set
18
3.4
Addressing Modes
18
3.5
The Reduced Instruction Set
20
3.6
The User Interface
21
3.7
Screen Layout
22
3.7.1
The CPU Display Area
23
3.7.2
Animation of CPU Elements
23
3.7.3
Animation Format
24
3.7.4
Memory View
24
3.8
Assembler Design
26
3.8.1
Determining the Address Mode
27
3.8.2
Instruction Checking
28
3.8.3
Two Pass Assembly
28
3.8.4
Overall Design
29
3.9
Summary
30
Chapter 4:
Implementation
31
4.1
Introduction
31
4.2
Design to be Implemented
31
4.3
The CPU
33
4.3.1
The Registers
36
4.3.2
The Program Counter, Data and Address Buffers, and Accumulator A
36
4.3.2
The Instruction Register
36
4.3.3
The Code Condition Register
37
4.3.3
The Arithmetic Logic Unit
37
4.3.4
The Interconnection Bus
38
4.3.5
The Complete CPU
39
4.4
Assembler Implementation
40
4.4.1
Errors
41
4.5
Memory display
42
4.5.1
Memory Inspector
42
4.5.2
Memory Overview
43
4.6
Number conversions
43
4.7
Simulation Animation
44
4.7.1
SimulatorApplet
44
4.7.2
The Control Panel
45
4.7.3
The error display
46
4.7.4
Data Movement
46
4.7.5
Bus Highlighting
47
4.7.6
Animated Movement
48
4.8
The Animated Instruction
49
4.8.1
The Fetch Cycle
49
4.8.2
The Execute Cycle
50
4.8.3
ALU Operation
52
4.9
Summary
52
Chapter 5:
Testing / Evaluation
53
5.1
Introduction
53
5.2
Unit Testing
53
5.2.1
CPU Testing
53
5.2.2
The ALU
57
5.3
Instruction Testing
57
5.3.1
Code Condition Register Testing
58
5.4
Overall Testing
58
5.5
Evaluation
59
5.6
Functional Evaluation
60
5.6.1
Assembly of user input
60
5.6.2
Graphical Display
61
5.7
Operational Evaluation
62
5.8
Summary
63
Chapter 6:
Conclusions and Further Work
64
6.1
Suggestions for Further Work
65
6.1.1
Memory Overview
65
6.1.2
Help System
66
6.1.3
Syntax Highlighting
66
6.1.4
Full CPU Simulation
67
6.2
Other Suggestions
67


Chapter 1: Introduction

This chapter serves as an introduction to the dissertation. It sets out the origin of the project and any factors that contribute to the content.

1.1 Introduction

Microprocessor architecture has advanced so much in the last few years that it now would be impossible to introduce students to the internal operation of the CPU within the space of a semester. In a students first exposure to CPU concepts it is best to introduce them to a relatively simplex architecture. Even this can seem daunting at first, and many students from both technical and non-technical disciplines find it difficult to understand microprocessor operation. Currently students at the University of Ulster are introduced to the M6800 microprocessor, which provides a relatively uncomplicated architecture to start with. The practical tools used in this teaching are a set of software packages that show the student changes happening on a register level basis in a textual interface environment.

1.2 Objective of the Project

The objective of this project is to develop a new software tool to help the student understand the M6800’s operation. The software should present a graphical representation of the CPU, and show data interactions at a register level by animation. The aim of the project is to provide a system into which the student may enter a program, and see it “execute” visually on the microprocessor. This will help the student to understand what is happening as when code is executed, if the outcome is not as anticipated there will be a visual representation of what went wrong. A flexible Graphical User Interface (GUI) will be developed in this report to achieve this function.

1.3 Software Platform

The finished software is to be used in the University of Ulster specifically for a certain set of courses, but it should be flexible enough to be used in different courses. A lecturer wishing to demonstrate the use of the software may not be using the platform for which the software has been developed, and so it would be of no benefit to them. If the class wishing to use the software was on a different campus, or even in a different country, distribution may become complex. The solution to these problems is to use the programming language “Java”. Java is compiled into architecture neural object code that is loaded from a remote server, and can be executed on any supporting platform. Java is ideal for this project as it also provides good graphical features that easily support animation, and its ‘C’ like structure allows all computations to be carried out easily

1.4 Outline of Chapters in the Dissertation

This report is divided into sections, each of which describes a certain stage in the projects development. 

Chapter 2 investigates relevant background information, firstly presenting detailed examination of CPU structure, followed by an overview of the M6800 microprocessor. The background material concludes with a short look into the programming language Java, detailing some of the concepts implemented in the language, emphasising those that are most relevant to this project. 

Chapter 3 specifies the design to be implemented. The goals of this project can be set at various levels; there are parts of the project that may be reduced so that a workable solution is provided in the time available. This chapter reasons out the specific goals for each component part of the software, and provides suggestions for their implementation. 

Chapter 4 describes the stages involved in the implementation of the project. Each component as described in the specification in Chapter 3 is implemented, looking in detail at some components, and giving an overview of others.

Chapter 5 examines certain tests applied at different stages of the development process, and also specifies tests to ensure that the overall operation of the software is satisfactory. An evaluation is also carried out, evaluating the software against its design specifications, and also against its suitability for its intended purpose. 

Chapter 6 concludes the report, providing a summary of what has been achieved, and suggesting possible modifications to the software.

Chapter 2: Background Information

2.1 Introduction

Before beginning any design it is important to fully understand all the elements involved. For this project, it is necessary to gather information on two technical topics:

· Microprocessor Architecture

· The Java programming language

This is accomplished in the following sections.

2.2 von Neumann Architecture 

The organisation of most modern computers and almost all microprocessors is that described by John von Neumann in a 1945 draught report describing a computer called EDVAC (Electric Discrete Variable Automatic Computer)[1].

The simplified layout of this computer is as shown in Figure 1. 

[image: image2.png]



Figure 1: The von Neumann architecture

The computer consists of four basic components: memory, a control unit, Central Processing Unit (CPU) and an I/O system. All these components are connected together by what are referred to as busses: a collection of wires connecting one component in the system to another.

The central processing unit consists of an Arithmetic Logic Unit (ALU) which carries out all logical and arithmetic computations, and a set of registers for the high-speed storage of temporary results. This part of the computer is sometimes referred to as a register arithmetic logic unit.

The memory is used to store the program and all the data that may be required for the execution of the program, or generated by it. Memory can be thought of as a set of ‘n’ numbered registers indexed from 0 to n-1. Each index is referred to as an address. 

Usually the program to be executed and the data are stored in different areas of memory.

The program is loaded in contiguous memory registers.

The Control Unit (CU) coordinates the CPU and the data flow to and from memory. To give an illustration of the CU’s typical function: In a running program the CU would index memory and fetch the next instruction to be executed. It would then identify what the instruction was to do and set up the CPU to perform this function. 

For example, if an instruction indicated that the number at an address indexed by address 30AAH was to be added to the number in a register within the CPU. The CU would set up the CPU’s ALU so that the sources of the two arguments needed for addition were the CPU register, and the output of memory. Then the CU gives the memory the address of the required byte (30AAH) and waits for it to appear at the memory’s output. 

The CU would then have the ALU perform the addition on the two arguments and place the result in the desired output location.

The input / output (I/O) is the section of the architecture which allows user interaction with the computer. The user can enter data or operations and receive the results of computations through devices such as a keyboard, monitor and local disk. Since the computer must know which devices it is to get information from and send information to each must have an associated address, just as each register in memory must have a separate address.

There is no reason why I/O must be thought of as separate from memory, as to the processor it looks like memory, which can be selectively read from and written to. Conceptually this is referred to as memory mapped I/O. The Von Neumann architecture modified to the memory-mapped version is shown in Figure 2.
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Figure 2: Memory mapped I/O version of the von Neumann architecture

2.3 M6800 Microprocessor

The M6800 microprocessor [2] is a model example of Von Neumann architecture. Far from the commonplace 32-bit 200MHz+ microprocessors of today then M6800 is a simple and basic implementation of the von Neumann Architecture. It presents all the basic concepts of microprocessor architecture without the technical overhead (such as read-ahead caches) associated with today’s processors. As such, it provides an ideal tool for introductory level teaching courses as students can see the basic ideas actually operating in a hardware environment. A block diagram of the processor is shown in Figure 3.

The microprocessor can be easily understood by breaking it down into sections.

(i) Accumulators A & B

These two separate registers store or manipulate one 8-bit (one-byte) word under program control, or can be combined to make one 16-bit register referred to as D.

(ii) Index Register

This is a 16-bit register that holds a memory address when using indexed addressing modes. The register can be either loaded, its contents manipulated, or it may be stored using the appropriate instructions.

(iii) Program Counter

The program counter is a 16-bit register that contains the address of the next byte of the instruction to be fetched from memory. When the current value of the program counter is placed on the address bus the program counter is incremented to point at the next instruction.

(iv) Stack Pointer

The stack pointer is a 16-bit register that holds the starting address of sequential memory locations in RAM where the contents of the microprocessor’s registers may be stored or retrieved. The contents of the registers are stored as follows:

SP Address
Contents of PCL

SP Address -1
Contents of PCH
SP Address -2
Contents of IRL
SP Address -3
Contents of IRH
SP Address -4
Contents of A

SP Address -5
Contents of B

SP Address -6
Contents of CCR
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Figure 3: M6800 Block Diagram
This area of RAM is referred to as the ‘stack’. After the content of each register is stored on the stack, the SP is decremented. When the stack is unloaded, the last register to go on the stack will be the first restored (last in, first out). This function is commonly used for passing values to subroutines, and receiving return values.

(v) Code Condition Register

This is an 8-bit register in which individual bits are set (to logic 1) or reset (to logic 0) as the result of executing an instruction as explained below.
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Figure 4: Code Condition Register Layout
Bit 0 – Carry/Borrow

For an arithmetic addition operation, the Carry/Borrow condition code represents a carry, C=1 indicates that there is a carry and C=0 indicates no carry. 

Bit 1 – Overflow

This bit is set when a two’s complement overflow results from an arithmetic operation.

Bit 2 – Zero

This bit is set if the result of any operation is zero.

Bit 3 – Negative

The negative bit is set if bit 7 of any operation is set to 1.

Bit 4 – Interrupt Mask

If this bit is set to 1 then IRQ interrupts are inhibited. This bit is set by an SEI instruction or by an interrupt occurring (NMI, IRQ or SWI) and is cleared with RIT or CCI instructions.

Bit 5 – Half Carry

The half carry bit is set during the execution of any of the instructions ABA, ADC, ADD if there is a carry bit from bit position 3 to bit position 4.

Bit 6 & Bit 7 – Permanently set to 1

The information in the CCR is the result of the last instruction that last 
modified it.

The M6800 addresses the system devices  (RAM, ROM, and I/O) via its 16-bit address bus, and is therefore capable of addressing 216 unique memory locations in the range 0000h to FFFFH. The data bus in the M6800 is 8-bits wide.

2.3.1 System Timing

The control of the M6800 is achieved by using a symmetrical two-phase non-overlapping clock in conjunction with the control logic contained within the CPU.
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Figure 5: Two-phase non-overlapping clock
During the first phase when (1 is high the CPU places an address on the address bus. Subsequently in the second phase the bi-directional data bus is activated. On the falling edge of (1 the program counter is updated and on the falling edge of (2 the data bus information is latched into the CPU. This can be further understood by looking at the fetch and execute cycle.

2.3.2 Software Execution

Computers execute instructions that are stored in memory as a series of binary numbers. These binary numbers represent simple logical functions, or instructions, to be performed by the microprocessor. These instructions determine: -

· The operation to be performed

· The sources of data

· The destination of the result

The process of executing an instruction can be divided into two discrete parts, the fetch part, and the execute part of the cycle.

2.3.3 The fetch and execute cycle

The first byte of a stored instruction is fetched from memory and loaded into the instruction register where it is decoded to select the operation to be executed.

Depending on the addressing mode an additional one or two bytes of the program may be required to be read into the CPU to provide the data to be used, or its address. 
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Figure 6: Two-phase non-overlapping clock example
The special two-phase non-overlapping clock of the M6800 generates four edges and three different states on which to initiate operations.

First cycle of operation

(i) On the first rising edge of (1 (a) the contents of the program counter, e.g. 0100 is latched onto the address bus.

(ii) On the first falling edge of (1 (b) the program counter will be incremented by one.

(iii) On the first rising edge of (2 (c) the op code is placed on the data bus

(iv) On the following falling edge (2 (d) the op code will be latched into the instruction register where it is decoded.

Second Cycle of operation

(i) At point (e) the content of the program counter (0101) is latched to the address bus

(ii) At point (f) the program counter will be incremented again (PC=0102)

(iii) At point (g) on (2 the data (8Bh) is placed on the data bus

(iv) At point (h) on (2 the data will have been latched into Accumulator A

2.3.4 Instruction Set

The instruction set of a microprocessor is all the commands that that microprocessor can execute. There are 72 instructions in the M6800 instruction set from which all the software programming must be completed. Simple operations such as addition, subtraction, and comparisons can be implemented using a single instruction. More complicated operations such as exponential mathematics can be calculated using standard algorithms consisting of many simple operations.

2.4 Java

“Java: A simple, object-oriented, distributed, interpreted, robust, secure, architecture neural, portable, high-performance, multithreaded, and dynamic language” (Sun Microsystems). This string of buzzwords is how Sun Microsystems aptly describe the language of Java. 

A Java program can take one of two forms: an application, or an applet. The application is a compiled, stand-alone program that will run on a local machine, or a machine accessing a server on the opposite side of the world. In contrast an applet cannot be executed on its own, but needs a viewing application to run inside, such as a Java compatible web browser. 

Furthermore, either of the formats can be executed on any operating system with Java support. This these seem to be radical claims, but with a little more insight into Java, these claims can be qualified.

2.4.1 Java Features

The design of Java was highly structured form the outset, with the engineers sights firmly fixed on a set of goals which amalgamated the best features of existing languages such as Lisp, Smalltalk, Pascal, Cedar, Objective-C, Self, and Beta, as well as adding several features unique to Java.

The design specification for the final product suggested that: -

The language should be familiar: the program flow control structures and data types look like some of those provided in C, and its object oriented facilities resemble those found in C++. This would help smooth the learning curve, allowing more people access to the language, and for those people to learn it quickly.

The language should be object oriented: (no coding can exist outside an object) A language is said to be object oriented if it offers facilities to define and manipulate objects, which are self contained entities having a state, and to which messages can be sent. There are two major advantages to an object oriented programming language. Firstly, by adhering to a small set of programming principles it is possible to write systems that are relatively easy to modify. This is important to accommodate changes in customer requirements. Secondly, an object-oriented architecture encourages a high level of code re-use. One object can be re-used many times within a program where it is possible to have many entities of the same kind.  The other kind of code re-use is where a new object can ‘inherit’ the properties of an existing object and add any extra properties required to make the object functional, without re-writing the code common to both objects.

The language should be robust: many programming languages such as C allow programmers to produce programs which can collapse easily when they encounter a condition not anticipated by the programmer. This problem means that users can loose hours of work in the program, or the whole host computer could even lock up, disabling all programs running on that machine. One example of such a facility within C is the pointer type that allows a variable to contain the absolute address of as memory location, the contents of which can be manipulated as any other data. This is fine in theory if used correctly, but in practice, it is a common source of software bugs. For example indexing a data structure by incrementing a pointer could extend past the end of that structure changing data in a different area of memory than intended, and therefore corrupting it. Elimination of features like these has been on of the goals in the development of the Java language.

The language should have a high performance: the Java language supports threads, which are multiple simultaneous executions of code that provides a high level implementation of concurrent processing. This means that, for example, when a time consuming computation is executing in one thread the user can still interact with the program in a different thread. User interaction does not have to stop while the user waits for the computation to finish.

The language should be portable: one major aim of the Java developers was to create an executable format that when compiled could run on any supporting platform, regardless of the platform used to develop the software. This has been achieved using a compiler that generates “byte-code” rather than native machine code. This architecture neural object file format can be executed by any Java Virtual Machine. The Java Virtual Machine is platform specific, and converts the universal byte-code into native machine code for the host operating environment to run.

These were the original requirements for the language, but as the focus changed from embedded control to network applications, it became necessary to address the important issue of security. 

Because Java applets are downloaded from a remote host and executed automatically on the local machine, there must be protection against malicious code intended to damage the local machine. There are several layers of security provided by Java. At the lowest level, Java does not allow pointers, and array/string operations are double-checked to ensure that they are not out of range before being executed. The next level of security happens whenever an applet is loaded from the remote machine. As the byte code instructions are received, they are checked for any potential security violations. Any download contravening these rules will not be allowed to execute. A further layer of security is what is referred to as the “sandbox model”, where untrusted code can play happily inside the restrictions of the sandbox. These ensure that the applet has no ability to damage the Java Interpreter, or the local machine. The “sandbox” restrictions include:

· no access to the local file system

· no network access outside the directory from which the applet was loaded

· no access to the clipboard, or other local system properties

2.4.2 The AWT

The AWT (Abstract Windowing Toolkit) is a GUI toolkit designed to work across multiple platforms. As such, it doesn’t include all the features of any particular platform, but it has a common set of features that can be supported on most platforms. These features can be broken down into groups of related classes:

Component: this is the parent of most of the AWT classes and it provides the ability to represent something that paints itself on the screen, has a size and position, and can receive input events.

Containers: two types of container are provided: window and panel, both of which are sub classes of the Java container class. Containers, as the name suggests, are used to hold other components that are placed inside them. A useful helper class is provided for container called LayoutManager, which lays out the contents of the container in a predefined alignment and spacing, for example in a grid. 

Control Elements: this group of elements provides the means by which the user will interact with the program. Buttons, menus, checkboxes, and scrollbars are among the controls that provide the building blocks required to generate a GUI.

2.5 Summary

The background information presented gives a clear representation of the task to be completed. Details about the M6800 microprocessor have been presented including an examination of the fetch / execute cycle. The third section supports the choice of Java as the development language for the project, as it provides extensive graphical features.

Chapter 3: Design to be Implemented

3.1 Introduction

The specification for this project was to produce a simulator for the M6800 microprocessor. This task was a large undertaking, and given the time and manpower constraints of this project, the M6800 was not completely simulated. Instead, the microprocessor was cut down in several ways. Care had to be taken in reducing the complexity of the task so that the final goal remains in sight, and the software did not become so simple that it was valueless.

3.2 Register Set

The first step that could be taken to achieve a level of simplicity was to reduce the set of registers available to the user. The simplest analytical method to achieve this was to start with no registers, and add registers until a useful set has been accumulated.

One accumulator is required to display the temporary internal storage of data, so Accumulator A must appear in the design. Accumulator B however is not necessary, and it is possible to envisage a teaching tool providing sufficient example programs using only one accumulator. In order to demonstrate the fetch/execute cycle it is necessary to show the Program counter as it increments through memory locations, pointing to the op-code, and then the operand(s). The instruction currently being executed needs to be stored internally in the Instruction Register, so this must also be used. The Address and Data Buffers are also required to show the bus interface connecting the CPU to memory. For the simulation of almost every instruction it will be necessary to implement the Arithmetic Logic Unit (ALU) to show the logical and arithmetic computations occurring on the data. The Code Condition Register (CCR) therefore is also a necessity to show the outcomes of ALU operations, in terms of showing flags being set or cleared. 

The remaining registers, the stack Pointer, and the Index Register are not necessary for the simplest instructions to be simulated. The stack pointer is mostly used in programming to pass values to and from subroutines, which are perhaps beyond the immediate scope of this project. The index register would be highly desirable to implement, as it would greatly increase the flexibility of this project. However, because of the increase in complexity this would present it will not be included in the initial cut down specification, although all design will be completed with reasonable consideration given to the future addition of this block. 

3.3 Instruction Set

This set of registers will allow a good set of instructions to be used, but obviously with the lack of a second accumulator, all operations on Accumulator B will have to be excluded. For the same reasons none of the Index Register instructions can be implemented.

The cut down instruction set should consist of all the instructions that it is possible to execute on the available architecture. An important consideration when choosing an instruction set is to consider those that the target user will wish to use. The students on the modules in which this software is to be principally used are first introduced to a CPU called BASIC, as presented by SJ Katzen in 1985 [3]. This CPU contains a subset of the registers available on the M6800, and is used to ease students into programming the full M6800. It would be desirable to achieve simulation of most if not all of the instructions available for that microprocessor. A copy of the BASIC’s instruction set is included in Appendix 1. The target instruction set will include all these instructions except: -

· any instruction that requires an Index Register

· any instruction that requires a stack pointer

The next stage in defining a target instruction set is to decide which addressing modes to make available to the user.

3.4 Addressing Modes

The M6800 microprocessor supports six different addressing modes. The BASIC microprocessor supports five addressing modes, of which four can be implemented without an Index Register. These addressing modes are the minimum necessary to present a useful teaching tool. The four modes are as follows: -

Inherent: the inherent addressing mode executes simple instructions that act on and affect only one of the internal registers. A good example of this mode is

INCA

This instruction needs no operand, and acts only on the data in the specified register (Accumulator A)

Immediate: the immediate addressing mode allows the programmer to perform an arithmetic operation using the value in the accumulator and a value provided in the program. An example of such an instruction is:

ADDA #12d

The # denotes that the addressing mode is immediate. This instruction adds the number 12 to the value in Accumulator A, and returns the result into Accumulator A.

Direct: the direct addressing mode allows the programmer to perform an arithmetic operation using variable data stored at a specific address. One example of this would be:

ADDA 12d

Although this looks like the immediate example above it is distinguished by the fact that the operand does not have a # in front of it. This tells the assembler to add the value stored at memory location 12 to Accumulator A, and place the result back in Accumulator A. This implies that the memory location is actually used as a variable. 

Relative: the relative addressing mode is the mode used for instructions that indicate a change in program flow, i.e. branch instructions. An example of this mode is:

BCS MAIN

This instruction is translated to English as Branch if Carry Set to the label marked MAIN. If the carry is set, the program flow will cease to execute sequentially as usual and will jump, or loop back to the instruction at MAIN. This type of instructions determines when certain variable conditions have occurred and the programs actions are changed accordingly.

3.5 The Reduced Instruction Set

Now that these three limitations have been suggested for the simulator the complete instruction set can be defined. This is listed in Figure 7, and includes the instructions suggested in the previous sections, as well as any others that can be easily added without much extra code.
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Figure 7: The Full Proposed Instruction Set 
​​​​​​​​​This is a good sub-set of the available instructions in that while many possible functions have been removed there are many functions still available for the student to learn to use the M6800.

3.6 The User Interface

Now that the basic CPU format has been decided, it is necessary to decide the best options for displaying the information to the user. A good starting point for assessing elements that are needed in the user interface is to visualise how the user will interact with the program. Primarily the user needs a good view of all the CPU elements. This will be central to the program and it should be obvious on startup what and where the main CPU area is. This block will also constitute a large portion of screen usage. In order to show the fetch and execute cycle fully some form of memory view must be used. The user must type in the assembly code to be executed, so an input area for this will be required. During the assembly process error information will be generated, and for this to be useful to the user in debugging their code it will need to be displayed. Finally, a control area will need to be supplied to allow the user to control the simulation and set other user definable aspects of the program. 

These are very vague representations of what is required, so the specification for each component needs to be further refined. In the next section the suggested operation of each component is analysed to refine the design to a precise model.

3.7 Screen Layout

Before deciding on specific details concerning the layout of components it is necessary to realise the restrictions on the overall program display. Although it is envisaged that the program can be run independent of the specific constraints of the underlying operating system, the software must run satisfactorily in the lab where it will be used as a teaching aid. The computers in this room operate at a screen resolution of 800x600 pixels, which it is reasonable to assume as a minimum for any computer of the present day. The finished software should run in a browser window maximized inside this space, allowing about 760 x 480 pixels for the user interface. The program should be written as far as possible using vector drawing to display graphics, rather than bitmapped images, as vector graphics can be drawn on screen much faster, and resize without losing any definition, or becoming grainy. Ideally every component in the program display should be relatively positioned, allowing full resizing of the applet, but it is most probable that for some elements the calculations to achieve this outweigh their benefits. Within the available space each component should be given a size relative to it’s importance, and so in the following section as each component area is described and specified.

3.7.1 The CPU Display Area

The CPU display consists of the described sub-set of registers interconnected by a common bus, and will receive a large portion of the display area. This is the section within which the user should be able to see the detail of the fetch / execute cycle. Each block of the microprocessor should be marked clearly so that at a glance the user can see exactly the information required. As in any incremental time dependant system the ability to compare the previous value of a variable or register with its new value. Each variable CPU element should therefore contain:

· a clear label describing the block

· a label depicting the current value of the block

· a slightly smaller label to display the previous value

This format will apply to Accumulator A, the Address and Data Buffers, and the Program Counter, as it is of interest to the student to see the current and previous value, and therefore better understand the function of the CPU. For the Instruction Register it would be of little benefit to see the previous value, as this should always be visible from the implementation of the memory display. Instead the extra display area should be used for display of not only the machine code representation of the instruction, but also the mnemonic used in the program to aid the readability of the system to the user. Finally, the Code Condition Register should be shown completely differently to each other section as it contains specific information on the outcome of Arithmetic Logic Unit operations. Each flag should be labeled, so that at a glance its value can be attained. 

3.7.2 Animation of CPU Elements

Now that the general display options have been specified, it is necessary to choose the details of how to indicate to the user that the system is operating. There could be several different approaches to this. One such idea could be to show CPU operations on a clock cycle basis, i.e. one animation per clock cycle, so that there would be four animations for a four-cycle instruction. There are two major problems with this idea. Firstly because the simulation is not of the full microprocessor certain clock cycles may be interactions with elements which don’t exist in the simulated CPU. Secondly, and most importantly, a few operations happen simultaneously in certain clock cycles and for the purpose of simulation these would best be separated into specific operations. If only one animation was shown for each clock cycle the user would simply be puzzled as to what had happened, and the benefit of the animation would be lost. The simulator should therefore split each format of instruction into specific conceptual steps, and show each of those executing in turn. Fortunately, a brief analysis reveals that each separate addressing mode follows the same sequence of steps for almost all the instructions covered by that mode. This will be discussed in more detail in the implementation section later, but it is suffice to speculate that a great deal of code repetition can be avoided by implementing each instruction’s animation as a function of its addressing mode. 

3.7.3 Animation Format

The animation of these data movements could again take a few formats. The simplest animation would be to have the CPU blocks in which activity is happening to change colour, or become “active”. A complimentary function to this would be to show activity on the bus area between the two active blocks, perhaps by having the bus colour change in a similar fashion to the blocks. This format shows sufficient animation and would enable the user to see the sequential changes in the values of CPU registers. It is possible, however, to foresee a problem with this level of animation in that the two blocks and bus interconnections simply become active and change, but the direction of data flow is not immediately apparent. This could be resolved by showing the value of the data being transferred actually “floating” along the path between the two blocks. This would be ideal, as it would show the execution of the instruction with very explicit data movement details.

3.7.4 Memory View

As the target user is new to the idea of microprocessor based systems, it is necessary to try to relate the concept of a list of data in memory locations to a simple list of instructions. In many textbooks teaching microprocessor operation, memory is displayed as a row of blocks, all numbered and containing two representation as of their contents. Firstly, the users program mnemonic of the instruction (or op-code) is shown in text as the user would have typed it in before assembly. Clearly, this doesn’t actually exist in any memory location, but it helps the student to relate the program listing to what actually appears in memory. The second view is the hexadecimal version, i.e. the machine code, which is what would actually be stored in memory, but this is usually given less significance in the book as it is not as easy to interpret by the reader. Working through a few examples in this format a student can quickly see the correlation between the source code and what appears in memory. It is therefore clear that this is an excellent representation for memory display. There is a slight drawback in using this method for memory display, and that is in the given area restraints of the program GUI not very many locations can be shown on screen at any one time. One skeleton implementation for this would be as sketched in Figure 8.
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Figure 8: Memory view implementation 
As the program execution progresses, this area would be animated to scroll along slowly to the next location, and scrolling quickly to and from data memory. This solution is acceptable if the user knows what to expect, but because the user level at whom this project is aimed is a beginner this method may surprise and confuse them. As noted before, if too much happens too quickly on the screen the user will simply be baffled as to what has just happened. For this reason, it may be practical to implement two views of memory; one showing program memory, and the other data memory. The benefit of this would be that less movement would be required. These solutions will allow the user to view memory that is currently active. However, if the user wished to quickly look at the value in a far off location there would be no facility to do this. It is therefore suggested to give a less detailed view of a large section of memory. This area would allow a view of only the hexadecimal values contained in memory locations, and there would therefore need to be a mechanism whereby the user could see the specific information contained within the memory location. There are a few possible methods for doing this. The first would be to have an area at the side of the overview to show a magnified view of whatever was below the mouse pointer at any given moment. A more complicated, but more refined idea would be to have the mouse pointer change to a magnifying glass object when positioned over the overview showing a magnified view of whatever was directly below it (Figure 9). Depending on implementation details one of these methods will be used. 
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Figure 9: Memory inspector configurations

These views of memory should give the user a clear idea of exactly what is happening and the option to look at any specific point to see any memory location desired. 

3.8 Assembler Design

In order to design an assembler it is necessary to understand the possible formats in which the user is allowed to enter the source code. M6800 assembly source code files typically contain: -

Directives: lines that start with a period (.) and provide a specific instruction to the assembler, e.g. 

.processor M6800
Label Lines: lines that contain only a label. These are used for jump instructions where the instruction immediately after the label would be referred to by the label, e.g. MAIN:
Comment Lines: lines that contain only a comment in the source file, and are usually completely ignored by the assembler, e.g.  

;Load accumulator

Program Lines: lines that contain instructions for assembly into executable code, e.g. 

LDAA #12
Mixed Lines: lines may contain any combination of line types 2, 3 and 4, e.g. 

MAIN:    LDAA #12    ;Load Accumulator

Blank Lines: the programmer may use blank lines to make the source code easier to read by dividing appropriate sections. The assembler should ignore these.

As each line is processed, it must be separated into its constituent fields. For this project directive and comment lines will simply be ignored, meaning that the assembler has to process only executable lines. Executable lines can be divided using a simple algorithm as follows:

· All text to the left of a colon will be regarded as a label.

· All text to the right of a semi-colon will be regarded as a comment.

· Any remaining text has to be the instruction.

The instruction can be divided into op-code and operand by checking if there is a space in the text. After this final division, the line has been parsed into four discrete sections: label, op-code, operand, and comment.

3.8.1 Determining the Address Mode

Now that the line has been divided into component parts, the addressing mode can be determined by a process of elimination using the op-code and operand. If there is no operand, the instruction must be inherent. By inspection it can be determined that relative instructions all start with the letter “b”. By checking for this condition, relative instructions can be detected. Immediate mode instructions can be determined by checking the operand for a “#” character. After these checks are complete, if the addressing mode has still not been determined it must be direct. This set of simple checks therefore accurately determines the addressing mode of any instruction.

3.8.2 Instruction Checking

In the process of assembly it is necessary to check that the mnemonic entered by the user actually exists. The simplest method by which this can be done is to have a look up table structure containing all the instructions and their addressing modes. As each instruction has its addressing mode determined a simple check through this table would determine its existence. Note that it is necessary to check both address mode and instruction name against the table, as instructions may not be available for certain modes.

3.8.3 Two Pass Assembly

One problem that has not yet been addressed is that of label resolution, or giving a value to a label. Labels are used in assembly code so that the programmer does not have to compute addresses and offsets for jump and branch instructions, but can simply cause the program to jump to a label and have the assembler calculate the actual address. If the jump is backwards then there is no problem, the assembler simply looks back through its assembled output and finds the value associated with the label. However, the assembler is presented with the problem that if the jump is forward the label location will not have been reached yet. Therefore real assemblers do not assemble code in the first read or pass through the source code, but instead store any labels found and their absolute positions in memory. Once the source code has been completely read the assembler will read the source file again, this time actually producing the executable code but with the knowledge of all labels, and can therefore replace labels with their true value. Note that because the assembler in this project does not simply need to produce machine code, but will be required to do calculations regarding other aspects of the simulation these will be discussed in detail in the section on assembler implementation.

3.8.4 Overall Design

Each component part of the project software has now been examined in detail, and the next step is to suggest how they all relate to each other. This is perhaps best achieved using pseudo code of the anticipated program execution. The detail of how the user will enter code and begin simulation execution is irrelevant here as the objective of this section is to summarise the process of the assembly / animation cycle.

program_counter=0

another_line:

line = read_in_line()

if (line is executable) then {


label = get_label(line)


opcode = get_opcode(line)


operand = get_operand(line)


comment = get_comment(line)


address_mode = get_address_mode(opcode, operand)


length_in_bytes = get_length_in_bytes(opcode, operand)


execution_position = program_counter


if (label is not zero length) then



add(execution_position and label) to label_list


end if


add(label, opcode, operand, comment, address_mode, 




length_in_bytes, execution position) to instruction_list


program_counter = program_counter + 1

end if 

if (not end of input) Goto another_line

for (all instruction_list elements)


for (all label_list elements)



if (label in current instruction_list element) = 



   (label in current label_list element) then




(label_value in current instruction_list element) = 




(label_value in current label_list element) 




exit for loop



end if


generate(label_not_found error)


end for

end for

for (all instruction_list elements)


animate(standard_fetch_cycle)


select on addressing_mode in current instruction_list element)



if INHERENT: animate(inherent_execute)



if IMMEDIATE: animate(immediate_execute)



if DIRECT: animate(direct_execute)



if RELATIVE: animate(relative_execute)


end select

end for

Figure 10: Pseudo Code for the program execution
This pseudo code program details the assembly cycle in a precise manor as this is highly defined, and is unlikely to change much as a result of work in the implementation stage. Note that a simple sequential search is used to find the label in the label table. This is a very inefficient method of searching, but is justified here in that the number of labels in the table is unlikely to be over ten, and the time taken to iterate through these would be minimal. A faster search method would require that the labels be indexed requiring a sort, or a key generation algorithm. This would be unnecessary overhead and would require more programming than the benefits would justify. These advanced searches are only justified when larger amounts of data are to be searched. The second half of the pseudo code, the animation is not shown in any detail at all as these distinct parts will have to be specific to the animation format chosen.

3.9 Summary 

Each section of the program has been broken down and examined in detail. Suggestions for the implementation of each component have been made, and the final program execution format has been predicted. All the sections in this Chapter can be summed up in a series of specified points.

The finished software should: -

· Assemble user code

· Support a reduced instruction set (specified in Figure 7)

· Support four basic addressing modes: Inherent, Immediate, Divert and Relate.

· Present a useful subject of the registers available in the real M6800 (including PC, Accumulator A, IR, ALU, NB,AB and if possible IXR)

· Fit in the (approx.) 760x480 pixels available inside a normal browser window running in an 800x600 screen.

· Use vector graphics

· Show CPU data movements as interconnection between blocks and possibly “floating data”

· Show memory- program and data and overview.

Chapter 4: Implementation

4.1 Introduction

The design has now been specified using a top down process, where the original specification was refined until a detailed design was produced. It is at this stage that the feasibility of those ideas is really tested as they are actually coded. The implementation section is not intended to explain each of the classes in the software in detail, but rather to give a feel for the operation of most of the classes, and their interaction with each other. This is the point where the bottom up implementation must begin, and starting with an example of one of the most basic classes, the design is implemented stage by stage until the final program is completed. There are two large sections in this software, namely the animated GUI section, and the background computation section, such as the assembler. Firstly the beginning of the GUI development is looked at, and then some other functions are brought in.

4.2 Design to be Implemented

Before setting out to code the software, it is important to set a flexible set of goals to aim for. For this reason the GUI designs in Appendix 2 were drawn. Several iterations of design/evaluation were necessary over time to refine the GUI to the state shown in Figure 11.
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Figure 11: Block representation of GUI
This is the proposed layout of blocks in the system, and will guide development from this point onwards. This layout gives fair space to each element, allowing all the suggestions and specifications of the design section to be attended to.

The control area, memory views and CPU display area constitutes the major blocks of the system. As such they will be coded as an extension of the Panel object, which allows easy drawing directly on it, but also other objects can be contained within it. The individual graphical components within each panel will be coded as Canvas Objects, which are ideal for drawing on, and can be easily positioned on a Panel.

4.3 The CPU

The first GUI element to be implemented is the most important one: the CPU. Several designs were considered (Appendix 2), but the one that was determined to be the most appropriate is the one shown in Figure 12.

[image: image13.png]



Figure 12: Sketch of the CPU
From Figure 12 it can be seen that there is a clear hierarchy of elements in the CPU.  Firstly, let us consider the overall container object. As mentioned above this will be an extension of Panel, so it will be called CPUPanel, so that in the main program it can be instantiated as the variable CPU. Each register will be instantiated as a drawing object, an extension of canvas. It is here that the first firm example of the object oriented approach cones in. Each register or block on the diagram shares certain attributes, for example:

· Each component must have dimensions

· Each component must provide a method to show activity/inactivity

· Each component must use the same colours to display, so that similar entities within the program are stored together

These attributes can be stored in a super-class from which each register will be sub-classed. For convenience, this class will be called generalCanvas. Cut down code for this class is shown in Figure 13. (Full code in Appendix 3, Page 37) 

public abstract class generalCanvas extends Canvas{
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    public int x,y;

    Dimension size;

    boolean active=false; 

    Color centerColor = new Color(206,181,231);

    Color activeColor = Color.blue;

    Color passiveColor = Color.cyan.darker();

    Color c1,c2,c3,c4;

    public Dimension getPreferredSize() {

        return getMinimumSize();

    }

    public Dimension getMinimumSize() {

        return size;

    }

    /**

     * set the object active/inactive by 

     * raising/lowering the beveled edges

     */

    public void setActive() {

        active=true;

        repaint();

    }

    public void setInActive() {

        active=false;

        repaint();

    }

    /**

     * Overrides the default paint method to draw the beveled edge

     */

    public void paint (Graphics g) {              

        this.setLocation(x,y);  //draw it where requested by container

        /*

         * determine the colors for line drawing

         * -select active or passive colors

         */

        if (active){

            c1= Color.white;

            c2= Color.lightGray;

            c3= Color.darkGray;

            c4= Color.black;

            g.setColor(activeColor);

        }

        else {

            c1= Color.black;

            c2= Color.darkGray;
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            c3= Color.lightGray;

            c4= Color.white;

            g.setColor(passiveColor);

        }

        /* draw inside rectangle */

        g.fillRect(2,2,w-3,h-3);

        /* draw lines all round  */

        g.setColor(c1);


  ....more linedraws....

        g.drawLine(w,0,w,h);

    }

}

Figure 13: Summary of generalCanvas code

This object contains all the variables needed to draw a common object for each register, with a beveled edge, and the facilities to be active or inactive. The only public variables defined are x and y which specify the location of the object on the screen. These are publicly accessible so that the creator of the object can set its location on screen. All other variables are private to this class. It should be noted that although the variables are defined in this class they are accessible to any class that extends this class. Each sub-class will receive its own copy of the variables, which it can change as necessary, without affecting any of the other sub-classes. The exception to this is any variable that is defined using the static keyword. In that case, there is only one instance of the variable, and it is shared among all sub-classes. This is useful for variables such as colours that will be the same for all sub-classes. Public methods are also provided for manipulating the object. setActive() is a good example of data encapsulation, as it seems at a glance to only change the variable active to true. However, with a closer inspection it also calls a repaint() to ensure that the changes are drawn to the screen. This is very important as it does not require the programmer to remember to repaint the object each time its activity setting is changed, rather the object is self contained and takes care of drawing itself. The paint method then simply draws some lines around the edge at specified distances from it (Appendix 4). Then by changing the four colours that these lines are drawn in the object can be made to appear raised or lowered creating a 3-dimensional activity illusion. This is a clear example of one of the most basic classes in this program, but it illustrates the object-oriented concepts well.

4.3.1 The Registers

Now that the generalCanvas has been designed for all CPU components, it is necessary to decide how to implement these objects. By inspection of Figure 12 (Sketch of the CPU) it is possible to group the Program Counter, Data and Address Buffers, and Accumulator A into one group, all containing only a label, value, and previous value. 

4.3.2 The Program Counter, Data and Address Buffers, and Accumulator A
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These registers would be best implemented as a simple object, instantiated with different properties for each register. The generalRegister class has been implemented to achieve this (See Appendix 3, Page 46), and as would be expected it extends or sub-classes generalCanvas. One problem that implementing this register raised was to define what it’s input and output types would be. Java has no provision for manipulating hexadecimal and binary numbers, and no matter what format is chosen there would still need to be a large amount of conversions between formats. For this reason a numberConverter class was written to hold all number format conversion functions. The input format was taken to be a string coded in hexadecimal and all CPU components will follow this convention for uniformity. 

4.3.2 The Instruction Register
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This object is much the same as the previous four, the difference being that instead of a current and previous value display the same instruction will be displayed in two formats. As specified in the design section the instruction will be displayed as a mnemonic, and as a hexadecimal value to allow easy reading. Because the CPU register objects are passive and for display only both values need to be passed as strings by the simulator. This is achieved using the 

setInstruction(instruction, hexInstruction) 

method which takes two arguments: first the text version of the instruction, and secondly its hexadecimal representation. Full code for this object is given in Appendix 3, Page 53.

4.3.3 The Code Condition Register
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The CCR is a completely different type of object that has to display six variable flags. As such it must contain variables for each flag, and provide assessor methods for these. These methods will be for example:

setCarryFlag()

clearCarryFlag()

to ensure that the final program will read well, for example the statement CPU.CCR.setCarryFlag() has very obvious meaning.

4.3.3 The Arithmetic Logic Unit
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The implementation of the ALU was chosen to be ‘Y’ shaped, as this is the representation commonly used on some of the courses for which the software is being written. From several aspects, this is the most complicated CPU component. It is a difficult object to draw on the screen, as it is not simply rectangular, like all the other CPU objects, instead there are four sets of diagonal lines. The key to efficient coding of a design such as this is to calculate the coordinates carefully on paper before even trying to code it. This was completed and is illustrated in Appendix 4. The simulation of the users code will require ALU operations to be performed, and what better place to implement those than inside the ALU. It is beyond the scope of this project to look in detail at each of those ALU modes, but some more detail will be examined in a later section on simulating instructions.

4.3.4 The Interconnection Bus

There are two possible ways in which the bus drawing could be implemented. The first would be to create an algorithm for a large canvas object, and draw the complete bus to the screen at once. This would be an extremely complicated mathematical method, and the time overhead would be unjustified for this task. The second possibility would be to create a single canvas object, like the registers, which can be configured to have variable length and height, and also to appear as different connection devices. The bus (shown in Figure 12) can be divided into eight discrete interconnections as detailed in Figure 14.

There are 25 components in the bus, each with different names, and for program reference a detailed drawing of these is provided in Appendix 4.
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Figure 14: Bus interconnection types
The bus class has been created for this purpose, and can be configured to each of these eight modes. The code for this object can be seen in Appendix 3, Page 18.

4.3.5 The Complete CPU

All the CPU elements have been coded, and are ready to be added to the CPU object. The complexity of this part of the program, and the need to know exactly where these objects are on screen suggests that absolute positioning should be used. The coordinate system used works mostly in multiples of 10 pixels, so that a minimum horizontal separation between two registers is 30 pixels: 10 pixels space below bus, 10-pixel wide bus and 10 pixels above the bus.

4.4 Assembler Implementation

The structure of the assembler was described in some detail in the design section, but a few practicalities have to be resolved before actually coding the assembler. For the implementation of the assembler it is best to start by specifying exactly what the finished code should do. Data must be in a format that the assembler must “execute”, meaning there must be: -

· A starting program counter location for the instruction

· A text op-code for display in the instruction register

· A hexadecimal op-code for display in the instruction register

· A text operand if applicable

· A hexadecimal version of the text operand if it is a symbol

· An addressing mode to tell the animation what path to animate

· An ALU mode, telling the CPU which ALU mode is appropriate for the instruction

· Information about where the line is in the user text input area in order to highlight it.

Another practical consideration is that the text does not appear line by line, but rather as one long string from a textarea. The class simulatorData has been written to hold all this data, and also do the assembly. This is a large class and as such will be broken down into several parts. The main method initialise() clears all previous data from the data structures, and then proceeds to break the input string into lines by looking for the line feed character. When a line has been separated from the input string the method addNewLine() parses and adds the line. This is repeated until there is no more data left in the input string, and then the secondPass() method is called. The addNewLine() method works almost exactly as described in the design section, parsing the line into label, op-code, operand, and comment. The class lineData() as been constructed as the data type to hold all values of the assembled code for simulation as laid out above. The text input highlighting information is stored in the form of two integers indicating the start and end position of the line to be highlighted. The simulator can then call setSelectionStart() and setSelectionEnd() with these values to highlight the text. The addressMode field is filled in by a call to the function getAddressMode(). In getAddressMode() the addressing mode is determined and then returned by the process of elimination suggested in the design section. Upon successful completion of the first pass the secondPass() method is called. As noted earlier the second pass does not do as much here as in a real assembler. Most of the assembly has already been completed with only two operations remaining to be completed. Firstly, a check must be completed to ensure that all labels referenced in instructions have actually been found, and their absolute addresses are known. Secondly, the hexOperand field must be filled in. in the case of a branch instruction this is achieved by looking through the list of labels and locations until a match is found. The offset from the current program location to the label is then calculated, and if negative the twos compliment taken. The result of this calculation is then filled into the hexOperand field. In the case of the other three addressing modes, a switch statement is used to determine the correct procedure to convert the input text into a hexadecimal number. After this is completed the full data structure is built, and the simulator is ready to run.

4.4.1 Errors

For simplicity the above description ignores any errors which may occur during the process of assembly. As the code being assembled is typed in by the user, it is probable that there will be some errors. Information about the nature of these should be fed back to the user, but most importantly the simulation of the program must not be allowed to commence as the simulation data structure is not complete.

Java uses “exceptions” to provide error-handling capabilities for programs. An exception is an event that occurs during the execution of a program that disrupts the normal flow of instructions. When an error occurs within a Java method, that method creates a new exception object and the keyword throw is used to interrupt the normal program and handle that exception. When this happens the run time system looks for an exception handling method to catch that exception. This function can be in either the current method, or one of its callers. In the instance of this assembler the exception would be thrown during the assembly process, and caught by the caller of the initialise() method. The problem with throwing an exception as soon as an error has been encountered is that the assembly would stop, and only one error would be reported. Because of the structure of this assembler, it is not dangerous to proceed with assembly after an error has been found, so the assembly process should run as far as possible accumulating the errors, so that more feedback can be provided. This is implemented in the first pass by catching BadProgramLineException() thrown by the addNewLine() method. These exceptions are caught and added to a vector of BadProgramLineExceptions which is then used to create a CompileAndRunException to be caught by the caller of initialise(). It should be noted that the second pass is therefore not allowed to start, as errors in the program must be resolved before assembling further. The secondPass() method implements a similar technique for providing the maximum possible feedback to the user, so that as many errors as possible can be corrected before reassembling.

4.5 Memory display

The CPU has been successfully implemented which will allow demonstration of a large part of the fetch / execute cycle, but it is now necessary to implement the memory views. This section looks firstly at the memory inspectors, and then at the memory overview.

4.5.1 Memory Inspector

The memory inspector has to display a row of similar cells, all of which contain: -

· An address

· A text label

· A hexadecimal representation of the text label

This is implemented using a class called memoryInspectorPanel, which contains several generalCell objects. A generalCell is a canvas object which can be set active or inactive, and contain fields as specified above. The address and value fields can be set using a public assessor method so that values can be changed as required in the simulation. memoryOverviewPanel then creates these objects as needed, but only displays up to seven at any one time. Functions such as forward() and gotoLocation() are provided for animation of movement, and these functions allow easy external control over the animation. Note that because there are to be two memoryInspectorPanel objects, provisions are made to set the origin of the memory locations. This means that data memory can be at 0000H, and program memory can start at the address specified in the users assembly code. Another method provided is deactivate() which is intended for use when the animation focus needs to switch from program to data memory, and vise-versa. The operation of these will be clear when the animation is detailed later. 

4.5.2 Memory Overview

memoryOverviewPanel was started, but due to the lack of time was not completed. The programming had not progressed very far, so it is not necessary to detail it here, but suggestions will be made in the further work section later.

4.6 Number conversions

As stated is several sections above there are a few number conversions that are necessary, as Java has no provision for them. The coding for these functions is very standard, and is listed in Appendix 3, Page 69. All the functions provided are listed and summarised in Figure 15.

compliment(String)

input  = string in binary format

output = string in binary format

returns the 2's compliment of input

intToBin(int)

input  = integer in int format

output = string in binary format

returns the binary representation of the input

intToHex(String)

input  = integer in String format

output = string in hexidecimal format

returns a hex string of the integer value

intToHex(int)

input  = integer in int format

output = string in hexidecimal format

returns a hex string of the integer value

filled out to either 2-digit or 4-digit (e.g. 0F)

hexToInt(String)

input  = string in hexidecimal format,

output = integer in int format,

return the int value of the given input hex string.

intToSignedHex(int)

input  = signed int

output = 1 sign bit + 7-bit in hex form

return the signed hex representation of the given input int

binToInt(String)

input  = binary number in string format

output = unsigned integer

return the unsigned int value of the input binary number

signedHexToInt(String)

input  = hex string

output = decoded int from 7-bits + sign bit

returns the signed int value of the input hex number

Figure 15: Number conversion functions
4.7 Simulation Animation

All of the support classes for the simulation have now been defined, and it is now necessary to bind them together and coordinate their operations. This is achieved in the main body of the applet code, the class SimulatorApplet, which creates and controls all the objects used and performs the animation.

4.7.1 SimulatorApplet

The applet can be divided into two main functions, init() and run(). First init() will be explained and run() will be explained in detail.

init() is the standard Applet initialisation method called by the Applet’s parent application to tell it that it is being started. The first activity preformed by init() is to create each of the objects for display in the program. Next the layout is defined, a gridBagLayout is used, and each object is added to that. gridBagLayout is one of the layout managers provided by Java that allows components to be laid out in a grid arrangement, but all cells do not necessarily have to be the same size. This is useful to keep a high degree of regularity to the layout, without being too restrictive. After all components have been added to the display, the initialisation is complete, and the applet waits for user input.

The run() method defines how the program should execute. This is the method from which user interaction can be handled, and the coordination of the animation will be achieved. The body of the run() method is a while(true) loop which waits for a set of variables set by user interactions to change. These variables are either from the control panel or from the error display. 

4.7.2 The Control Panel

So far, it has been assumed that the simulation will start and stop and the user code will somehow be assembled. A small panel object containing several buttons called controlPanel has been implemented to provide these functions. The functions provided are as outlined in Figure 16.

Assemble

Triggers the assembly of the current program input area’s contents

Step

Becomes enabled after a successful assembly, and when pressed animates the 
execution of one instruction

Run

Becomes enabled after a successful assembly, and when pressed begins animation 
of the entire program

Stop

Becomes enabled after run is pressed, and will stop the simulation after the 
current instruction 

Speed Scrollbar

Allows the user to vary the animation speed

Data memory size

Allows the user to choose the size of data memory to be used (more memory 
takes longer to initialise)

Figure 16: Control Panel Functions 
When the user presses the assemble button the code begins to execute and calls the compileAndLoad() method. This method coordinated the assembly operation, taking the users input from the text box, and passing it to be assembled. Once assembled the program and data memory inspectors are initialized ready for animation. If the assembly was unsuccessful however, the simulation cannot run, and the step and run buttons on the control panel are disables, and the errors passed back through compileAndRun() are loaded into the error display.

4.7.3 The error display

Error display has been implemented as a function of the multiPanel called multi, which was also designed to contain the memory overview. However, since the memoryOverviewPanel is not completed only the single function will be available. The error display is simply a list box that shows all the errors returned from the assembly. 

When step is pressed on the control panel the runNextInstruction() method is called, which animates the fetch and execute  of the next memory location. The operation of runNextInstruction() will be examined later. Similarly when run is pressed the code enters into a loop running the next instruction until stop is pressed. The only other piece of code in this section deals with feedback from the user selecting an error from the list box. Because the assembly process generates text highlighting information for the program execution the error in the user code can be highlighted when selected from the list. This will assist the user in finding the errors in their code.

4.7.4 Data Movement

As specified in the design section the animation of data movement should consist of two parts.

1. Bus highlighting

2. Animated movement

Two different methods are required to achieve these, and those will be examined now.

4.7.5 Bus Highlighting

The bus (implemented in 4.3.4) consists of a series of bus elements, and to show a connection path between two registers, each element along the path needs to become active. It should be noted that the elements might also need to change shape to show the route change. For example a ‘T’ type connection may need to become a corner connection. This is illustrated in Figure 17. 
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Figure 17: Example of bus highlighting
This is achieved in passing a 2-dimensional array containing the appropriate data to a method that can apply the changes. These arrays are defined at the start of the applet and they are declared final, as the path will never change. The array uses a connection specifying which element in the array changes each bus element. This can be seen in Appendix 3, Page 75. The first dimension defines which type (Figure 14) each element must be to make the bus connection continuous between two registers. The second dimension of the array defines the activity setting for each element, using ‘1’ for active and ‘0’ for inactive. 

There are nine paths defined, which constitute all necessary routes for the animation of all instructions. The showConnectionPath() method defined in CPU code (Appendix 3, Page 29) iterates through all the bus elements checking to see if a change must be applied, and applying it if necessary. This means that with one line of code in the animation method each path can be highlighted. The code for this is also very easy to read, for example:

CPU.showConnectionPath(AccToALU);

4.7.6 Animated Movement

The data movement direction also needs to be shown, as the data moves from one register, along a bus to another register. The original idea for this was to show a bubble going along the bus line to simulate data travelling inside a bus to its destination. This was to be achieved using the CPU Panel’s paint() method to overpaint an oval shape onto the bus. Unfortunately, because of the way in which the CPU Panel holds objects on top of its background, the paint() method paints below these, rather than on top of them. This idea had to be dismissed. The alternative method was to create another object in the shape of a bubble, and change its (x,y) location on screen to make it move around. This was also not completely possible. Each canvas object has a rectangular background that cannot easily be made transparent, so that drawing an oval shape would be very difficult. The element called animationBubble, as listed in Appendix 3, Page 15, was written to achieve the animation. It is a rectangular canvas object that can be placed in any position over the CPU. This object was coloured yellow to be striking against the background and attracts the users attention. The CPU then provides a function called animateDataMove() which sets up the animation along a given path, with a certain value to be moved. Another method is provided called next move which sets the (x,y) co-ordinates of the bubble to the next location on the animation path. This method returns true while the animation is not finished. This method is called by a while loop, which requests another movement of after a specified delay. The code for this is shown in Figure 18.

CPU.animateDataMove(4,true,memIns.getCellValue());

    while(CPU.nextMove(2)){ 

        pause(delay/15);

    }

Figure 18: Example use of the animation methods
Again pre-set paths have been defined along which data movement can occur. This is simpler to achieve than the highlights as an algorithm has been written to process a set of co-ordinates along which data should travel. Rather than specifying the co-ordinates for each step, only the end of each line needs to be specified, and the animation will occur automatically along this path.

4.8 The Animated Instruction

All the display, animation and support programming is now completed. The animation of the instruction execution is all that remains to co-ordinate. The operation of the method called runNextInstruction() will now be looked at in detail.

 The animation of any instruction can be divided into two discrete sections; the fetch cycle and the execute cycle. As noted in section 2.3.3 the fetch cycle is the same for all instructions and will be coded as such. The execute cycle however, is a function of the addressing mode, and will be coded depending on this.

4.8.1 The Fetch Cycle

The fetch cycle consists of moving the data pointed to by the program counter, into the instruction register. The animation of this can be broken down into several steps: -

1. Set the program counter active

2. Show the connection path between the program counter and the address buffer

3. Set the address buffer active

4. Animate the data movement from the program counter to the address buffer

5. Activate the memory location of the instruction into the memory inspector

6. Increment the program counter to point at next location 

7. Inactivate the program counter and data path

8. Set the data buffer active

9. Set the data buffer value to equal the value in memory

10. Show the connection path between the data bus and instruction register

11. Set the instruction register active

12. Animate the data movement from the data bus to the instruction register

13. Set the instruction register value to equal the fetched instruction

14. Inactivate all active components, except the instruction register

These steps achieve the illusion that the instruction is actually being fetched from memory. A large portion of this code has been grouped into a method called fetchMemoryLocation ().

Steps one to nine happen during many instructions as a fetch from data from memory may be required to retrieve the operand(s) for an instruction. The actual code used for the fetch cycle is shown in Figure 19. 

 /*

         * start of fetch cycle //

         */

        // generic to all instructions - the fetch of the op-code

//PC was incremented after the last instruction

        CPU.programCounter.setActive();

        pause(delay/5);

        fetchMemoryLocation();

        CPU.showConnectionPath(dataToIR);

        pause(delay);

        //data travels from data buffer into IR

        CPU.IR.setActive();

        //set up animation

        CPU.animateDataMove(4,true,memIns.getCellValue());

        while(CPU.nextMove(2)){ //while there is a next move should return true

            pause(delay/15);

        }

        CPU.IR.setInstruction(memIns.getCellHexValue(),

        CPU.dataBuffer.getValue());

        CPU.dataBuffer.setInActive();

        CPU.showConnectionPath(normal);

        System.out.println("Instruction now fetched");

        //fetch cycle

        //instruction is now in the IR ready to be processed:

        //this is address mode dependant /

Figure 19: Code for the fetch cycle animation
It is clear to see that with the good naming conventions used throughout the implementation of this applet that the code is easy to read and understand.

4.8.2 The Execute Cycle

The execute cycle is not so trivial to simulate. Each addressing mode is individual, and there is little similarity between modes. The part of the program that does the animation uses a switch statement to select the animation on the addressing mode. The data movements for the addressing modes implemented have been summarised in Figure 20. 

Inherent

· Set ALU mode

· Acc -> ALU (if not load) (alu mode 9)

· ALU output -> Acc

· start fetch operand cycle

· inc PC

Immediate

· PC -> AddressBuffer

· memory (operand) -> Data Buffer

· Set ALU mode

· Data Buffer -> ALU

· Acc -> ALU (if not load) (alu mode 9)

· ALU output -> Acc

· start fetch operand cycle

· inc PC

Direct

· PC -> AddressBuffer

· memory (operand) -> Data Buffer

· data buffer contains address of "operand"

· data buffer -> address buffer

· de-activate program memory

· activate data memory location in address reg

· data memory value into data buffer

· same as immediate from here

· Set ALU mode

· Data Buffer -> ALU

· Acc -> ALU (if not load) (alu mode 9)

· ALU output -> Acc

· start fetch operand cycle

· inc PC

Relative

· first check condition

· if true then branch

· inc PC

· memory forward

· mem -> data buffer

· data buffer -> pc

· PC = PC + operand

· if false simply pc++

Figure 20: Summary of data movements for the four addressing modes

There are many steps in the animation and while these are very important to the operation, they are very self-explanatory and are not detailed here. The full code for the animation starts in Appendix 3, Page 75.

4.8.3 ALU Operation

The ALU canvas object described in section 4.3.3 not only displays the ALU and its functions but also performs the calculations required on the data specified. The ALU was programmed to support 18 functions as listed in Figure 21.

mode 0 = clear mode, output = "00" 

mode 1 = decrement mode, output = input1 - 1

mode 2 = increment mode, output = input1 + 1

mode 3 = shift left (arithmetic)

mode 4 = shift right (arithmetic)

mode 5 = rotate right

mode 6 = rotate left

mode 7 = negate

mode 8 = compliment

mode 9 = pass mode

mode 10 = add mode

mode 11 = add with carry

mode 12 = subtract

mode 13 = subtract with carry

mode 14 = inclusive or

mode 15 = exclusive or

mode 16 = CMP = compare

mode 17 = and

Figure 21: The ALU modes implemented
This is used in the simulation of an instruction to calculate variable information that is not calculated in the assembly process.

4.9 Summary

Step by step the component parts were added to the program until all classes necessary had been programmed. The modular nature of this program means that a lot of object reuse and sub-classing has been used, which employs good object oriented programming practice.


Chapter 5: Testing / Evaluation

5.1 Introduction 

Throughout the implementation of the project many hours of tests were carried out. In this chapter an overview of how some tests, from the most basic components, to the complete software were carried out. The second area is an extension of a functional test that evaluates the program against its original purpose – to teach students about the M6800.

5.2 Unit Testing

The project was divided into modules, and implemented in a modular fashion, and each component part was tested for correct operation. If each part was fully tested and functioned as specified, then connecting all the components together would not raise any problems. The testing of each component cannot be detailed here, but several tests have been outlined for certain components.

5.2.1 CPU Testing

As each element of the CPU was implemented it was fully tested to ensure that all actions were performed correctly. For example, in the general register object, label would be set, (e.g. “Accumulator A”) and a value would be set. This was tested to ensure that these values appeared on screen. The next stage was to ensure that when a new value was entered the old value changed to the previous value field. This has been illustrated in Figure 22.
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Figure 22: First test on Accumulator A
A further function that was added to the general register object was the ability to display its value in hexadecimal or binary. The hexadecimal value is easy to read at a glance, but for testing certain bitwise operations on code it may be easier to see it represented as a binary number. This function was tested by setting the accumulator up as in Figure 22, and changing the variable that specifies the display type. The results of this test are shown below in Figure 23.
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Figure 23: The second test on Accumulator A
Each of the registers in the CPU was tested to this level, and found to function correctly. The bus class was then tested to ensure that each bus object could be configured as required. The outlines of these tests are as shown in Figure 24. Each of the eight types was tested in both active and inactive mode.
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Figure 24: Tests on the bus class
The paths between registers were the subject of the next test. The paths were calculated on paper and coded appropriately, and with a few errors corrected functioned correctly. An example of the highlighted path between the data buffer and the instruction register is shown in Figure 25.
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Figure 25: Animated path between the Data Buffer and Instruction Register
The final test is the graphical operation of the CPU in the data movement animation. A problem was actually raised in the implementation of this section in achieving the animation. Animation requires definite movement separated by short pauses to create the illusion of smooth movement. The problem came in the short pause. Time delays can only be implemented in a method that is called by the run() method of a thread. So far all the coding has been called from the init() method, which cannot produce a time delay. This was a major turning point in the coding, as all the animation had to be called from the run() method. This was implemented and is listed in Appendix 3, Page 75.

The CPU panel methods animate data move and nextMove() were tested to ensure that the “bubble” would travel along the path as required, and retain whatever value was specified for it. This was tested and the test completed successfully. This set of tests verified that all CPU elements (except the ALU) operated correctly.

5.2.2 The ALU

The length of the code for the ALU made it one of the most difficult components to test. There are 18 ALU functions, each of which must function perfectly for the full animation of the all instructions. Each mode was tested as it was implemented using the System.out.print() function provided in Java. This was used extensively in debugging to show the values of calculations as the internal operations actually occurred in the program. The ALU output for two modes is shown in Figure 26.
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Figure 26: The output from two ALU modes
This allowed testing of the ALU function at the time of development, but the function was left in to allow the output of instructions to be examined for the duration of the development. These tests concluded that the ALU functioned correctly in each mode.

5.3 Instruction Testing

After all the divided components had been thoroughly tested the instructions were then individually tested to ensure their correct operation. The process for testing each instruction was to look at the data sheet specified for tit, and run it to ensure that it conformed to the specification. To thoroughly test each instruction that acts on data it is necessary to ensure that it operates on all ranges of data. For example, the inc (increment) instruction test procedure was as follows:

· Load 0 into the accumulator

· Inc 0 to 1

· Inc 1 to 2 

· Load 9 into the accumulator

· Inc 9 to A

· Load 9F into the accumulator

· Inc 9F to A0

· Load FF into accumulator

· Inc FF to 00

With this minimal set of tests all the major potential problems can be tested. When all these tests were found to work it can be assumed that all other values will work. All of the other instructions in all the address modes implemented were tested using similar critical tests and with minor problems ironed out, all were eventually implemented correctly.

5.3.1 Code Condition Register Testing

As part of the instruction testing checks were made at each stage to ensure that the Code Condition Register output calculations were correct. The ALU calculates the CCR flag values from a set of algorithms that define how the flags are changed [4].

5.4 Overall Testing

By the stage that all elements were completed the overall testing was merely a formality, as extensive testing was occurred at each stage along the way. A screenshot of the complete software running a LDAA instruction in the execute cycle is shown in Figure 27. All buttons and controls were tested and found to function as expected.
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Figure 27: Screenshot of the applet running
5.5 Evaluation

When any design has been completed it is important to evaluate its performance against that specified for it to ensure that it meets its goals. The specification for this project was set out in chapter three and summed up as a series of points in Section 3.9.

The following section evaluates the finished product against that specific functional specification by going through each area in turn.

5.6 Functional Evaluation

5.6.1 Assembly of user input

A text area is provided for the user to enter assembly code into. The user types in assembly program to be simulated, and then press the assemble button. A full assembler capable of assembling most of the instructions that were specified (Figure 7) then assembles the text area’s contents into code for simulation. All the instructions actually implemented are shown in Figure 28, which is a copy of the instruction file loaded by the program.

; do not edit this file!!

; instruction data contained within

; format: mode,opcode,machine_code,ALU_mode

; INHERENT MODE INSTRUCTIONS

5,CLRA,4F,0

5,DECA,4A,1

5,INCA,4C,2

5,LSLA,48,3

5,ASLA,48,3

5,LSRA,44,4

5,RORA,46,5

5,ROLA,49,6

5,NEGA,40,7

5,COMA,43,8

5,NOP,01,9

; immediate mode instructions

1,LDAA,86,9

1,ADDA,8B,10

1,ADCA,89,11

1,SUBA,80,12

1,SBCA,82,13

1,ORA,82,14

1,ORAA,8A,14

1,EORA,88,15

1,CMPA,81,16

1,ANDA,84,17

; direct mode instructions

2,LDAA,96,9

2,ADDA,9B,10

2,ADCA,99,11

2,SUBA,90,12

2,SBCA,92,13

2,ORA,9A,14

2,EORA,98,15

2,CMPA,91,16

2,ANDA,94,17

2,STAA,97,18

; branch instructions

6,BRA,20,0

6,BEQ,27,1

6,BNE,26,2

6,BCC,24,3

6,BHS,24,3

6,BCS,25,4

6,BLO,25,4

6,BPL,2A,5

6,BMI,2B,6

Figure 28: List of the full implemented instruction set
This is a good share of the instructions specified in section 3.3, so a fair proportion of the target instruction set has been implemented. While not meeting the exact requirements of the specification a useful instruction set has still been presented.

5.6.2 Graphical Display

The actual size on screen used by the applet is 715 x 485 pixels. This is very close to the specification of 760 x 480, and will therefore run inside a browser window.

All drawing implemented in the simulator, the memory areas, CPU area and all the animation is all vector graphics. The only bitmapped paint is the logo at the top corner. The CPU is implemented showing all the specified blocks, and their contents, and also during the simulation the data path is highlighted and the data movement is animated. As noted in the implementation section the memory overview module, to provide an area in which the user can browse the contents of memory has not been implemented. The memory inspectors, however, have been fully implemented for data and program memory one above the other. They clearly show the data in the memory allowing the user to clearly set the data programming memory, being loaded and executed in sequence.

5.7 Operational Evaluation

The second type of evaluation is to ensure that the user can actually use the software. To do this several people were asked to use the software and give their opinions of it. No help was given to them unless they needed it.

As the project was completed with little time to spare, unfortunately it was only possible to test the software with a few users.

Three users were sampled, each having a different level of experience with a CPU, ranging from an overview to a detailed design knowledge of microprocessor architecture. All three were able to describe what was happening on the screen, as a few simple instructions were simulated. The most experienced user stated that the system would be an excellent refresher on microprocessor operation for a student studying microprocessor design in final year. In contrast the least experienced user needed a little help in pointing out what was happening, but quickly recognised the simulation of the fetch / execute cycle. 

Obviously the sample size here was much too small to provide reliable results, and a questionnaire should have been presented to calculate the effectiveness of the software. Unfortunately because of the late stage in the semester at which the software became available for test the opportunity to do this did not avail. However, it should be noted that before the software was completed, the process of presenting the design to the lecturer who teaches the M6800 module and other lecturers, and then improving the design depending on their comments was completed. This process passed through several iterations, with ideas being further refined each time. In that respect the user was consulted at each stage in the process, ensuring their satisfaction with the finished product. It is therefore fair to assume that the product will meet the requirement of its first customers as it is used next semester.

5.8 Summary

In this chapter the testing process used has been examined in detail, from low level code testing, to high level user interface testing. Each stage implemented was tested and redesigned until it produced satisfactory test results. The comprehensive testing process used ensures the quality of the finished software product.

Chapter 6: Conclusions and Further Work

With the project fully completed it is important to reflect on the methods used in the implementation. A new software tool has been designed and implemented to help students understand the M6800’s operation. Interactions as data travels between registers, and to and from memory have been animated in a graphical representation of the CPU. The user code entered in the program area is assembled and executed showing the fetch / execute cycle in a step by step sequence. 

In achieving the initial objectives the project has been a success, enabling students to use the microprocessor simulator to simulate the execution of their programs. The time constraints placed on this project meant that achieving 100% simulation of the M6800 microprocessor would have been impossible. A carefully designed sub-set of the M6800’s components allows the demonstration of most basic CPU features without being too simple.

Looking through the program code in Appendix 3 it can be seen that the program is well structured, and is highly modular in format. Each class and variable appropriately named, and most of the code is simple and can be read easily. Other areas of code where complex data manipulation occurs are not as easy to understand, but these areas are explained with suitable comments.

The user interface clearly shows the different area of the CPU, and although these have not been labelled as such, the lecturer would easily explain their operations. 

The colours for the display were chosen to be something different to what would normally be expected. These vibrant colours really give the application an individual look, but not so striking that it is distracting to the user.

Overall, the objectives of this project were achieved. The fetch / execute cycle of a simplified version of the M6800 can be simulated using assembly code entered by the user. Hopefully this will be used in the courses for which it was intended, and will provide the students with a clear representation of CPU operation.

6.1 Suggestions for Further Work

This project from the outset was one with great potential. The final software is by no means “final”, as there are many more additions that could be made to enhance this product. As a balance between functionality and visualisation was required certain sections of the program were left to be added at a later stage. The following paragraphs outline possible extensions to the project.

6.1.1 Memory Overview

As noted in Section 4.5.2 the implementation of the memory overview object was not completed. The completion of this class should not be difficult, as most of the support programming has already been completed. This class had been started as a canvas object inside a scrollPane. Java provides the scrollPane for exactly this type of situation, where only part of a large object needs to be visible at any time. A screen capture of the object as completed so far is shown in Figure 29.
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Figure 29: The semi-complete memoryOverviewPanel
The object would be initialised at the same stage in the program as the program and data memory, and would be activated and updated as they were. This would mean that with very little extra code the user could have another view of memory. The only complicated part would be the magnification.

6.1.2 Help System

As with any interactive teaching system it is desirable to have a help system to guide the user when necessary. The help for this program would be required to cover two areas: -

1.
The program operation

The program operation help would show the user how to operate the Applet, explaining each feature provided.

2.
The instruction set

Help could be provided for the implemented instruction set, giving examples of the usage of instructions, or describing their function noting any peculiarities.

6.1.3 Syntax Highlighting

Almost all modern program development tools use a program editor that colours keywords depending on their type. This would be an excellent addition to the program input area as it would give the user instant feedback on the accuracy of their program syntax. This is much better than requiring the user to assemble the code to find errors. There may be a problem with this, however, as it was noted during the development of the software that the text box (textarea) provided in the Java Development Kit has some peculiarities. For example, in the highlighting of code, as the program is simulated, the setSelectionStart() and setSelectionEnd() methods of the textarea do not always select the anticipated code. In addition, when using appletviewer, pressing either of the scrollbars can cause text to be highlighted. This definitely should not happen.

Perhaps the users code could be constantly assembled in the background, so that as soon as the assemble button is pressed the assembly might already be finished, or at least close to finished.

6.1.4 Full CPU Simulation

It was decided that if the project had ran ahead of time the index register would have been added. Unfortunately, this was not the case, but it is a good suggestion for future development. The stack pointer and other components that were excluded form the cut down CPU could also be added. This would change the software from being a small-scale final year project, to being a useful tool for testing of code designed to run on a M6800 microprocessor. However, at least as much work as has already been completed would be required to achieve this.

6.2 Other Suggestions

The above are but a few of the possible modifications that could be made to the microprocessor simulator. Some others would be: -

· Add peripheral interaction

· Add selectable example programs

· Add more information, such as clock cycles elapsed etc.

· Allow animation to stop between stages
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		Instruction		Description		Inherent		Immediate		Direct		Relative

		LDAA		Load A				86		96

		ADDA		Add to A				8B		9B

		ADCA		Add with carry to A				89		99

		SUBA		Subtract form A				80		90

		SBCA		Subtract with carry from A				82		92

		ORA		Bitwise OR with A				82		92

		ORAA		Bitwise OR with A				8A		9A

		EORA		Bitwise exclusive OR with A				88		98

		CMPA		Compare A				81		91

		ANDA		Bitwise AND with A				84		94

		CLRA		Clear A		4F

		DECA		Decrement A		4A

		INCA		Increment A		4C

		LSLA		Arithmetic Shift left one place		48

		ASLA		Arithmetic Shift left one place		48

		LSRA		Arithmetic Shift left one place		44

		RORA		Rotate A Right		46

		ROLA		Rotate A Left		49

		NEGA		Negate (2's Compliment) A		40

		COMA		Compliment (NOT) A		43

		NOP		No operation		01

		STAA		Store A						97

		BRA		Branch always								20

		BEQ		Branch if equal to zero								27

		BNE		Branch if not equal to zero								26

		BCC		Branch if carry clear								24

		BHS		Branch if higher or same								24

		BCS		Branch if carry set								25

		BLO		Branch if lower than								25

		BPL		Branch if plus								2A

		BMI		Branch if minus								2B
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